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1. Learning rates

Previous Lecture

Consider loss function L(w) with one parameter w: w* = arg min L(w)
w

® Pick an initial value w? (randomly)
dL
® Compute —|,,_,0

dL
dw |W:W0

® Move the next step w! «—w0—
L.ossS PW = J

L(w)

EEEEEEEEEEEERN &
I

0 . . : . w
w aL n is called “learning rate 4
_77 dW |W:WO



1. Learning rates

L(w): loss function Previous Lecture

w* = arg min L(w)
w

Suppose that w has two variables {w;,w,}

aL(Wf)/aW1]
OL(w3) /0w,

VL(w) = [

0
Randomly start at w° = [W%)]
1P)

o _ ) _
W1 Wq 6L(W1 )/awl X . ;
~wo| ‘ = w0 — VL
wa]  [wy) 7 AL(w) /0w, | wh=w" —nVL(w")

T _ ) _
Wil _ Wi _ n oL(wy)/0w, ‘ w2 = wh — nVL(wh)
_sz_ _Wzl_ _6L(W21)/0W2_




1. Learning rates

mmmmm) Gradient
s \ovement

Start at position w°

Calculate gradient at w°: VL(w?)
Move to w! = w® — nVL(w?)
Calculate gradient at wt: VL(w1)

Move to w? = w! —nVL(w?!)



1. Learning rates

= w1 —pvL(wi?)
If there are more than three
parameters, you cannot

. . : Loss
visualize this.

Small

Just right

No. XX of parameters updates

You can always visualize the Loss V.S. parameters updates !
7



1. Learning rates

Is there any adaptive learning rate?



1. Learning rates

Popular & simple idea: Reduce the learning rate by

some factors every few epochs.
At the beginning, we far from the destination, so we use
larger learning rate;
After several epochs, we are close to the destination, so we
reduce the learning rate,
Eg.nt=n/vt+1

Learning rate cannot be one-size-fits-all.
Giving different parameters different learning rates.



1. Learning rates

Adagrad

Divide the learning rate of each parameter by the root mean square of its
previous derivatives

nt = T Vanilla Gradient descent wttt = wt — ntgt
Vt+1
oL(w?) t+1 _ ot ¢
gt = Adagrad w =Ww" — ?g

ow

gt is the root mean square of the previous derivatives of parameter w.

10



1. Learning rates

Adagrad
0
U
wl = wo _Fgo 50 = /(g0)2
b o= 5[0+ (g2
wr=wr—-19 2
\
N’ 1
w? =w? ——g° o? = |5[(g"? + (gM)? + (g»)?]
o \ 2
t 1 ‘
1 _ n t _Z i\2
wtt —Wt—?gt o t+1.0(g)
=

ot is the root mean square of the previous derivatives of parameter w.



1. Learning rates

Adagrad

Divide the learning rate of each parameter by the root mean square of its
previous derivatives

U]
t
77 =
t/ -
t+1 t il t
wrtt=wt ——g
o) t
1 .
‘ o= =g, 6
\ =0
t+1 _ t n t
witt = wt — Joi

12



1. Learning rates

Adagrad
. OL(w")
g =
ow
Vanilla Gradient descent Larger gradient, larger step
t+1 — 6 _ ntat Larger gradient,
w w my larger step
- Contradiction
Adagrad Larger gradient,
smaller step
Wt+1

— wt — n gt
\/-/v Larger gradient, smaller step

13



1. Learning rates

Adagrad Extremely large

0.0001 O. 0001 0. 0003 0. 0002 0. 0001 .

105 392 231 504 228 : 01 - ...

Extremely smali

t+1 _

t
9
_ Creates a contrast effect

14



1. Learning rates

Adagrad

Larger 15t order
derivative means
far from the minima

y=ax*+bx+c

0
‘_y‘ = |2ax + b|
0x

-10 -8 -6 -4 -2 0 2 4 6 8 10

|12axq + D]

2a

15



1. Learning rates

Adagrad

500

1000

1500

2500

3000

3500

4000

500 1000 1500 2

2500

3000

3500

4000

Large rder
derivati eans
far fromithe minima

16



1. Learning rates

Adagrad

y=ax*+bx+c

0
‘_y‘ = |2ax + b| -
0x
0%y | First derivative|
——| = 2a The best step is —
dx Second derivative 17




1. Learning rates

|First derivative|

Adagrad

The best step is

Second derivative

500

1000

1500

2500

3000

3500

4000

500 1000 1500 2@P0 2500 3000 3500 4000

Wy

Larger 15t order derivative means far from the minima
-- only suitable for one parameter condition

\

Larger 2nd derivative

18



1. Learning rates

Adagrad 1 g n t/ |First derivative]

weoEwe T / Second derivative
JE (9

. . 7 as|- ‘ d
Smaller 2" derivative Larger 21
* derivative

J (First derivative)?

6

4

2

0 I I I I I I I I

-10 -8 -6 -4 -2 0 2 4 6 8 10

19



1. Learning rates

Feature Scaling

Previous Lecture

Mathematical transformations -- Scaling

Spine Spine
length length

50.08 50.08
59.09 59.09
103.15 103.15
38.06 38.06
170.25 : 17025
47.07 Caror
74.11 74.11
103.15 103.15
42.06 42.06

Convert variables to comparable scales

| max(spine length)

length
0.294
0.347
0.606
0.224
1.000
0.276
0.435
0.606
0.247

20



1. Learning rates

Feature Scaling

x; € [0,3500] .
x, € [16,36]

y = b +W1X1 + W)X~

X, € [—2,2.5]
Xy € [—2, 2]

4
QA L
e 0.5

Make different features
have the same scaling

21



1. Learning rates

Feature Scaling y=b+ wyix; + woxs,
W1 W1
1,2, ... Eo0 y 1.2, ... B2 Y
Wo W2 ‘
100, 200, ... b 1,2, .. b
A A
Wo W2
| ————
~——— \
> >
wl Wl 22



1. Learning rates

Feature Scaling

For each dimension j:

Mean: m;

Standard deviation: 0;

i x] R mj The means of all dimensions are 0

xj — The variances are all 1
] 23




1. Learning rates

500

%10°

1000
1500
; 2000
2500

3000

3500

4000
500 1000 1500 2000 2500 3000 3500 4000

w 500 -04

1

x10*
500

1000
1500

; 2000

2500

05

3000 100

3500

4000

-100 -100

500 1000 1500 2000 2500 3000 3500 4000

Wy
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2. Stochastic gradient descent

LD = ) ("= F()’

Gradient descent Loss is the summation over all training samples
2
L= Z (yn — (b + Z wixr>> wh=wit —pvL(w'™?)
Stochastic gradient descent Loss is current one sample

Pick an example x™

2
[ = <5;n . (b + z Wile)) Wi — Wi_1 — UVLn(Wi_l)

26



2. Stochastic gradient descent

Gradient descent Stochastic gradient descent

Update after seeing all samples Update for each sample;
If there are 10 samples, 10 times faster.

500 ‘ 500 '

1000 1000

1
1500 500

2000 2000

2500 2500

3000 3000

3500 3500

4000
4000 500 1000 1500 2000 2500 3000 3500 a000 27

500 1000 1500 2000 2500 3000 3500 4000
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3. Theory and Limitation

Formal Derivation

500

Suppose that w has two variables
{wy, wy}

1000

1500

Given a point, we can easily N oo
find the point with the
smallest value nearby.

2500
3000

3500

4000

500 1000 1500 2000 ZSOO]VLI()SOOO 3500 4000

1 29



3. Theory and Limitation

Taylor Series

Taylor series: Let h(x) be any function infinitely differentiable around x = x,.

Cco

(k)
hG) = Y 0 Gy

k!
k=0

h’ (%0)
3!

h'(xo) h" (xo)

11 (x —xp) + o1 (x —xg)% + (x — x0)3 + -+

= h(XO) +

When x is close to x, then:  h(x) = h(xy) + h'(xy)(x — x,)



3. Theory and Limitation

Taylor Series

Let h(x) = sin(x) around xy = m /4.

e e NG e I e M e M O e I

sin(x) = — + — — + e
(%) V2 W2 22 6v?2 24+/2 120v2  720V2  5040v2  40320v2 3628802
8 [
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Al e
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M T Tty
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3. Theory and Limitation

Taylor Series (Multivariable)

0h(xo, o) Oh(xo, ¥o)
A, y) = h(xo,yo) + =5, (¥ = x0) + ——52== (¥ = %0)

+something related to (x — x¢)? and (y — yg)* +

When x and y are close to x, and y, then:

dh(xq, dh(x,
h(x,y) ~ h(xo,yo) + (x"y”)( — xp) + (x"yy°)< _—.




3. Theory and Limitation

Formal Derivation

Based on Taylor series:
If the red circle is small enough, then in the red circle:

dL(a, b dL(a, b e
L(w) = L(a,b) + (a,b) (wy —a)+ (a,b) (wy, — b)
dwq dw, 1000
= N
S (a’ b) = 2000
dL(a,b) dL(a,b)
u = ) V= 3000
owq dwo (a,b)
L (W) = S + u(Wl - a) + V(WZ - b) 1000 50 \\ 1500 2000 2500 30 ‘ oo oo

Wy

33



3. Theory and Limitation

Formal Derivation

Based on Taylor series:
If the red circle is small enough, then in the red circle:

L(W) ~ S+ U(Wl — a) + V(Wz — b) e :

1000

dL(a,b)  0L(a,b)

where s = L(a, b),u = aW1 , UV = aWZ 1500
Al
; 2000
Find w; and w, in the red circle minimizing L(w) 2500
3000 (a’ b)
(wy —a)* + (w, — b)? < d? P

~

3500 4000

500 1000 1500 2000 2500 3000

Wy

34



3. Theory and Limitation

Gradient descent (two variables)

Based on Taylor series:
If the red circle is small enough, then in the red circle:

Liw)=s+ulw; —a)+viw, — b) (Awq, Aw,)

AWl AWZ
Find w; and w,, in the red circle minimizing L(w)
(Aw,)? + (Aw,)? < d?

To minimizing L(w)

) =[] > [] =[] -]

(u,v)

35



3. Theory and Limitation

Gradient descent (two variables)

Based on Taylor series:
If the red circle is small enough, then in the red circle:

Constants
Lw)=s+ulw; —a)+v(w, —b)
Find w; and w, yielding the smallest value of L(w) in the circle
"dL(a,b)’
Wl] = [a] [u]— [a] W1 | This is the gradient descent
wol = bl ™ Tlwl™ Ip] ~ T |oL(ab) 2 |
_ 6w2 i

ONLY satisfied if the red circle (learning rate) is small enough !



3. Theory and Limitation

Limitation of Gradient descent

Very slow at

the plateau Stuck at
saddle point @\

Loss
L(w)

EEEEEEEEEEEEEEESR 7

EEEEEERMN

Previous Lecture

Stuck at

local minima \




3. Theory and Limitation

Convex Functions

Is finding a w with VL(w) = 0 good enough?
Yes. But only for convex functions.

A function is convex if the area above the function is a convex set.

All values between any two points above function stay above function.

All w with VL(w) = 0 for convex functions are global minima ?



3. Theory and Limitation

Convex Functions

How do we know if a function is convex?



3. Theory and Limitation

Convex Functions

Some useful tricks for showing a function is convex:

1-variable, twice-differentiable function is convex if L' (w) > 0 for all w.

y=ax*+bx+c

%)
a>0 —y=2ax+b
dx

aZy 10
— =2a 5
0x T _—

40



3. Theory and Limitation

Convex Functions

Some useful tricks for showing a function is convex:

1-variable, twice-differentiable function is convex if L' (w) > 0 for all w.

A convex function multiplied by non-negative constant is convex.

y = ax?+bx +c y=kx*(ax?+bx+c),k>0




3. Theory and Limitation

Convex Functions

Some useful tricks for showing a function is convex:

1-variable, twice-differentiable function is convex if L' (w) > 0 for all w.

A convex function multiplied by non-negative constant is convex.

2
Norms and squared norms are convex. E.g. |lw;||, [lw;]|".

The sum of convex functions is a convex function.

vy =ax*+bx+c

200

150 ¢

100 ¢

50

y=e*+ax*+bx+c




3. Theory and Limitation

Convex Functions Previous Lecture

Some useful tricks for showing a function is convex:
1-variable, twice-differentiable function is convex if L' (w) > 0 for all w.

A convex function multiplied by non-negative constant is convex.

2
Norms and squared norms are convex. E.g. |lw;||, [lw;]|".

The sum of convex functions is a convex function.

The max of convex functions is a convex function. E.g. f(x) = max{x?, 2x, 2}.

1571
151

10} 10}

max{

————————————————




3. Theory and Limitation

Convex Functions

Some useful tricks for showing a function is convex:
1-variable, twice-differentiable function is convex if L' (w) > 0 for all w.

A convex function multiplied by non-negative constant is convex.

2
Norms and squared norms are convex. E.g. |lw;||, [lw;]|".

The sum of convex functions is a convex function.
The max of convex functions is a convex function. E.g. f(x) = max{x?, 2x, 2}.

Composition of a convex function and a linear function is convex. E.g. f(g(x)) = (ax + b)?

101

g(x)




3. Theory and Limitation

Convex Functions

Some useful tricks for showing a function is convex:
1-variable, twice-differentiable function is convex if L' (w) > 0 for all w.

A convex function multiplied by non-negative constant is convex.

2
Norms and squared norms are convex. E.g. |lw;||, [lw;]|".

The sum of convex functions is a convex function.
The max of convex functions is a convex function. E.g. f(x) = max{x?, 2x, 2}.
Composition of a convex function and a linear function is convex. E.g. f(g(x)) = (ax + b)?

Do not true that multiplication of convex functions is convex.

E.g. f(x) =x, g(x) = x4, f(x) * g(x) = x°.

45



3. Theory and Limitation

Limitation of Stochastic Gradient descent

Gradient descent Stochastic gradient descent

A A
Wy

= &

Gradient of random sample might point in the wrong direction.

46



3. Theory and Limitation

Limitation of Stochastic Gradient descent

Gradient descent Stochastic gradient descent

Wy

Erratic behavior confined to a “circle” around solution. The radius of the
circle is proportional to the step-size.

47
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