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Regression is a statistical method used in finance, investing, and other disciplines 
that attempts to determine the strength and character of the relationship between one dependent 
variable (usually denoted by Y) and a series of other variables (known as independent variables).

Regression is a machine learning algorithm that can be trained to predict real 
numbered outputs; like temperature, stock price, etc. Regression is based on a hypothesis that 
can be linear, quadratic, polynomial, non-linear, etc.
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Cite: Sebastian Raschka,  Machine Learning; Sham M Kakade, Machine Learning

Training: a learning algorithm takes a set of example input-output pairs, {(x1; y1); … (xn; yn)}, and 
returns a function f (the ‘hypothesis’); the goal is for f(x) to recover the true label y, for each example, 
and on future examples.
Testing: we check how well f predicts on a set of test examples, {(x'1; y'1); … (x'm; y'm)}, by measuring 
how well f(x') matches y.

Training set: ! = {⟨x[i], y[i]⟩, i = 1,… , n},

Unknown function: f(x) = y

Hypothesis: h(x) = ŷ

Last Lecture



1. What is Regression

6

Cite: https://www.analyticsinsight.net/intuition-behind-bias-variance-tradeoff-lasso-and-ridge-regression/
https://www.subaru-china.cn/models/outback/outback/safety/safety.php

Stock Market Forecast

Self-driving

f ( ) = Tomorrow average Stock indexes

f ( ) = Steering wheel angle

Output a scaler
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2.1 Solar Cycles

Cite: https://solarscience.msfc.nasa.gov/images/bfly.gif
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2.1 Solar Cycles

Cite: https://arxiv.org/pdf/2010.02370.pdf



2. Example Application

10

2.2 Filament Butterfly Diagram

Cite: Hao et al. 2015, ApJS
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2.2 Filament Butterfly Diagram
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2.3 Filament drift velocity
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2.4 Estimating the filament average location in a certain date

f(date) = filament location 
(latitude)

f(x) y=

Cite: https://solarmonitor.org/full_disk.php?date=20140202&type=bbso_halph&indexnum=1

f(“2014.02.01”) = 30º 
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Feature extraction and scaling
Feature selection
Dimensionality reduction
Sampling

Model selection
Cross-validation
Performance metrics
Hyperparameter optimization

Cite: Sebastian Raschka,  Machine Learning

Supervised Learning Workflow -- More detailed overview

2.5 Training processing Last Lecture
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Cite: Hung-yi Lee, Machine Learning

Step 1 
define a set 
of function

Step 2 
goodness of 

function

Step 3     
pick the best 

function

2.5 Training processing
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2.5 Training processing

The monthly mean latitude of the filaments 
in the southern hemisphere in solar cycle 22

Training Data



2. Example Application

17

2.5 Training processing

f(date) = the filament average latitude

Step1 Model

y	= $ + & ' ()*+,
f1:	y	= 10.0 + 0.1 ' 23456
f2:	y	= 10.5 + 0.5 ' 23456
f3:	y	= 3.2 − 0.2 ' 23456

……

A set of 
function

Model:   
f1, f2, 
f3, ...

Linear model: y	= $ + ∑&=(=
where wi is the weight, xi is the feature and b is the bias. 
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Y 33.4268

X 726469
Y 26.5746
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Y 22.4807

X 727961
Y 22.4553

X 728872
Y 18.995

X 728415
Y 27.2152
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2.5 Training processing Training Data

Each dot represents a single 
observation !"#$%& , ()&

!"#$%&

()&

!"#$%* , ()*

!"#$%+ , ()+

!"#$%, , (),

⋮
⋮

!"#$%**. , ()**.
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2.5 Training processing Step2 Goodness of Function

Loss function: Often used synonymously with cost function; sometimes also called error 
function. In some contexts the loss for a single data point, whereas the cost function refers to 
the overall (average or summed) loss over the entire dataset. Sometimes also called empirical 
risk.

Last Lecture
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2.5 Training processing Step2 Goodness of Function
Input

• A function

Loss function 

• Evaluate

Output

• Bad !
• Good "

Sum over examples Estimated y based on input functionReal data 

L " = $
%&'

(()
*+% − " -./01% 2

Estimation error

L 3, 5 = $
%&'

(()
*+% − 5 + 3 7 -./01% 2

y	= : + ; 7 <=>?@
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2.5 Training processing Step2 Goodness of Function
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Each point in the figure 
represents a function;

The color represents L(w, b); 

y = −40 + 0.015 0 12345
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2.5 Training processing Step3 Pick the best function

L ", $ = &
'()

**+
,-' − $ + " 0 12345' 6

How to pick the “BEST” function?

7∗ = 9:;min? @ 7

"∗, $∗ = 9:;min
A, B

@ ", $

"∗, $∗ = 9:;min
A, B

&
'()

**+
,-' − $ + " 0 12345' 6

Gradient 
Descent
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2.5 Training processing Step3 Gradient descent
!∗ = $%&min* + !Consider loss function L(w) with one parameter w:

w

Loss
L(w)

l Pick an initial value w0 (randomly)
l Compute 232* |*5*6

w0

Negative Increase w

Positive Decrease w
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2.5 Training processing Step3 Gradient descent
!∗ = $%&min* + !Consider loss function L(w) with one parameter w:

w

Loss
L(w)

l Pick an initial value w0 (randomly)
l Compute 232* |*5*6

l Move the next step w1 ←w0−8 23
2* |*5*6

w0
−8 :+:! |*5*6 8 is called “learning rate”
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2.5 Training processing Step3 Gradient descent
!∗ = $%&min* + !Consider loss function L(w) with one parameter w:

w

Loss
L(w)

l ……
l Compute 232* |*5*6

l Move the next step w2 ←w1−8 23
2* |*5*6

l …… (many iteration)

w0 w1 w2 wk

Local 
minimum

Global
minimum
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2.5 Training processing Step3 Gradient descent
How about two parameters? !∗, $∗ = &'(min,, - . !, $

l Pick the initial values w0, b0 (randomly)

l Compute /0/, |,2,3,-2-3,
/0
/- |,2,3,-2-3

l Move the next step w1 ←w0−5 /0
/, |,2,3,-2-3, b1 ←b0−5 /0/- |,2,3,-2-3

l Compute /0/, |,2,6,-2-6,
/0
/- |,2,6,-2-6

l Move the next step w2 ←w1−5 /0
/, |,2,6,-2-6, b2 ←b1−5 /0/- |,2,6,-2-6

78 =
98
9:
98
9b <=>?@ABC
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2.5 Training processing Step3 Gradient descent
Consider this statement:

When we solving:

!∗ = $%&min* + ! by gradient descent

Each time we update the parameters, we obtain ! that makes + ! smaller, i.e.:

+ !, > + !. > + !/ > + !0 > ⋯ > + !2

Is it correct ?
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2.5 Training processing Step3 Gradient descent

w

Loss
L(w)

Very slow at 
the plateau Stuck at 

saddle point
Stuck at 

local minima

'(
') ≈ + '(

') = + '(
') = +
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2.5 Training processing Step3 Gradient descent
Formulation of ⁄"# "$ and ⁄"# "%

L $, % = )
*+,

--.
/0* − % + $ 3 45678* 9

"#
"$ =?

"#
"% =?
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2.5 Training processing Step3 Gradient descent
Formulation of ⁄"# "$ and ⁄"# "%

L $, % = )
*+,

--.
/0* − % + $ 3 45678* 9

"#
"$ = )

*+,

--.
2 /0* − % + $ 3 45678* −45678*

"#
"% =?
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2.5 Training processing Step3 Gradient descent
Formulation of ⁄"# "$ and ⁄"# "%

L $, % = )
*+,

--.
/0* − % + $ 3 45678* 9

"#
"$ = )

*+,

--.
2 /0* − % + $ 3 45678* −45678*

"#
"% = )

*+,

--.
−2 /0* − % + $ 3 45678*
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2.5 Training processing

How about the results?

y	= $ + & ' ()*+,

- = −0.0011
. = 847.59

Step3 Pick the best function
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Average Error on training data:

Training Data

/ = 1
1102345

556
73 = 2.95
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2.5 Training processing

How about the results? --Generalization

y	= $ + & ' ()*+,

- = −0.0011
. = 847.59

Step3 Pick the best function

Average Error on testing data:

Testing Data

/ = 1
1122345

556
73 =?
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2.5 Training processing Step3 Pick the best function
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Testing Data

y	= $ + & ' ()*+, - = −0.0011
. = 847.59

What happened ?????
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2.5 Training processing Step3 Pick the best function
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Testing Data

y	= $ + & ' ()*+, - = −0.0011
. = 847.59

What happened ?????
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2.5 Training processing

How about the results?  

y	= $ + & ' ()*+,

- = −0.0011
. = 25.72

Step3 Pick the best function

Average Error on training data:

Training Data

/ = 1
1102345

556
73 = 2.95

Again
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2.5 Training processing

How about the results? --Generalization

y	= $ + & ' ()*+,

- = −0.0011
. = 25.72

Step3 Pick the best function

Average Error on testing data:

Testing Data

/ = 1
1122345

556
73 = 4.05

Again

> Average Error on training data (2.95)

Actually, we really care about the error on the new data (testing data) 
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2.5 Training processing

How can we do better ?
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2.5 Training processing
y	= $ + &' ( )*+,- + &. ( ()*+,-).

Pick another Model

Average Error on testing data: 2.64

Best Function
12= −0.012, 13= 3.21×1078
9 = 32.12

Average Error on training data: 1.84

Better! Could it be even better?
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2.5 Training processing
y	= $ + &' ( )*+,- + &. ( ()*+,-). +&1 ( ()*+,-)1

Pick another Model

Average Error on testing data: 2.67

Best Function
23= −0.0059, 24= −1.37×1089�
2:= 8.81×1083;
< = 30.32

Average Error on training data: 1.77

Better!? Training ! V.S. Testing "
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2.5 Training processing
y	= $ + &' ( )*+,- + &. ( ()*+,-). +&1 ( ()*+,-)1 +&2 ( ()*+,-)2

Pick another Model

Average Error on testing data: 2.60

Best Function
34= −0.014, 35= 9.27×10:;�
3<= −3.90×10:=, 3?= 6.90×10:4<
@ = 31.68

Average Error on training data: 1.76

Better!? Training ! V.S. Testing "
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2.5 Training processing
y	= $ + &' ( )*+,- + &. ( ()*+,-). +&1 ( ()*+,-)1 +&2 ( ()*+,-)2 +&3 ( ()*+,-)3

Pick another Model

Average Error on testing data: 2.63

Best Function
45= −0.032, 46= −1.30×10:;�
4<= 1.33×10:=, 4?=−4.90×10:56,
4;= 6.45×10:5A
B = 30.50

Average Error on training data: 1.75

Better!? Training ! V.S. Testing !
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2.5 Training processing
y	= $ + &' ( )*+,- + &. ( ()*+,-). +⋯ +&'2 ( ()*+,-)'2 +&'' ( ()*+,-)''

Pick another Model

Average Error on testing data: 3.38Average Error on training data: 1.72

Better!? Training ! V.S. Testing "
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2.5 Training processing

y	= $ + & ' ()*+,

y	= $ + &- ' ()*+, + &. ' (()*+,).

y	= $ + &- ' ()*+, + &. ' (()*+,). +&1 ' (()*+,)1

y	= $ + &- ' ()*+, + &. ' (()*+,). +&1 ' (()*+,)1 +&2 ' (()*+,)2

y	= $ + &- ' ()*+, + &. ' (()*+,). +&1 ' (()*+,)1 +&2 ' (()*+,)2 +&3 ' (()*+,)3

If we can truly find the best function, a more complex model yields lower error on training data.
Model Selection
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2.5 Training processing
If we can truly find the best function, a more complex model yields lower error on training data.
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2.5 Training processing Model Selection

Training Data

Testing Data

0 2 4 6 8 10 12 14
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Overfitting

A more complex model does not always lead to better performance on testing data!

Overfitting
Select 

suitable 
model
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2.5 Training processing Back to Step2 Goodness of Function
Regularization

L =#
$

%&' − ) +#+,-,

.
y	= 1 + ∑3454

The functions with 
smaller wi are better+6# +, .

Smooth functions are preferred !WHY?

y	= 1 + ∑3454 +∆5434∆54+

Smoother function is more likely to be correct due to that it is not sensitive to noise.

——Adding a penalty on model complexity
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2.5 Training processing Back to Step2 Goodness of Function
Regularization

Training Data

Testing Data

How smooth�
Select ! obtaining
the best model

Larger !, considering the training error less; prefer smooth function, but do not be too smooth
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2.5 Training processing Back to Step2 Goodness of Function
Regularization

L =#
$

%&' − ) +#+,-,

.

+ /# +, .

L =#
$

%&' − ) +#+,-,

.

+ /# +,

�������

�������

Ridge regression

Lasso regression

Least absolute shrinkage and selection operator

——Adding a penalty on model complexity
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2.5 Training processing Back to Step2 Goodness of Function
Regularization

Estimators of !" in the case of orthonormal columns of X. M and λ are constants chosen by the corresponding 
techniques; sign denotes the sign of its argument (±1), and +, denotes “positive part” of +. Below the table, 
estimators are shown by broken red lines. The 45� line in gray shows the unrestricted estimate for reference.

Cite: https://web.stanford.edu/~hastie/ElemStatLearn/printings/ESLII_print12.pdf#page=90
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2.5 Training processing Back to Step2 Goodness of Function
Regularization

Cite: https://web.stanford.edu/~hastie/ElemStatLearn/printings/ESLII_print12.pdf#page=90

!
"

#$% − ' +!)*+*

,

Lasso regression Ridge regression

constraint regions

-. + -, ≤ t -., + -,, ≤ t,
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2.5 Training processing Back to Step2 Goodness of Function
Regularization

L1 regulariza,on encourages zero coefficients
The solu,on of L1 is unstable
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2.5 Training processing Back to Step2 Goodness of Function
Regularization

n L1 tends to shrink coefficients to zero whereas L2 tends to shrink coefficients 
evenly. 

n L1 is useful for feature selec:on, as we can drop any variables associated with 
coefficients that go to zero. 

n L2 is useful when you have collinear/codependent features.

L1 or L2, how to choose?
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2.5 Training processing Back to Step2 Goodness of Function
Regularization

L =#
$

%&' − ) +#+,-,

.

+ /# +, 0 1 ≥ 0

Cite: https://web.stanford.edu/~hastie/ElemStatLearn/printings/ESLII_print12.pdf#page=91

For q	≥	1, the cost function is convex and has a unique minimum. The solution can be obtained by 
quadratic optimization.
For q <	1, the problem is not convex, and obtaining the global minimum is more difficult.
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2.5 Training processing Back to Step2 Goodness of Function
Regularization

L =#
$

%&' − ) +#+,-,

.

+ /# +, . L =#
$

%&' − ) +#+,-,

.

+ /# +,

L =#
$

%&' − ) +#+,-,

.

+ /# 0 +, . + 1 − 0 +,

Elastic-net regression

The elastic-net selects variables like the lasso, and shrinks together the coefficients 
of correlated predictors like ridge. 
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2.5 Training processing Back to Step2 Goodness of Function
Regularization

Although visually very similar, the elastic-net has sharp (non-differentiable) corners, while the q = 1.2 
penalty does not.

Cite: https://web.stanford.edu/~hastie/ElemStatLearn/printings/ESLII_print12.pdf#page=92
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2.5 Training processing

Is there any hidden factors not 
considered in the previous model?
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2.5 Training processing
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2.5 Training processing Redesign the Model

y	= $ + & ' ()*+,

(-./ = latitude categories of (

y	= $ + ∑&1(1

x

If (-./ = Low latitude:  y	= $2 + &2 ' ()*+,
If (-./ = High latitude:  y	= $3 + &3 ' ()*+,

y
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2.5 Training processing Redesign the Model

y	= $% & ' ()*+ = ,-. /0121345 + 7% & ' ()*+ = ,-. /0121345 & (8*+9
+$: & ' ()*+ = ;2<= /0121345 + 7: & ' ()*+ = ;2<= /0121345 & (8*+9

y	= $ + ∑7?(?

' ()*+ = ,-. /0121345 @= % AB ()*+ = ,-. /0121345
= C -1=5D.2E5

If ()*+ = ,-. /0121345
y	= $% + 7% & (8*+9
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2.5 Training processing Redesign the Model
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Average Error on testing data: 4.20Average Error on training data: 3.27
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2.5 Training processing Redesign the Model

Average Error on testing data: 3.45Average Error on training data: 2.70
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2.5 Training processing Redesign the Model

Average Error on testing data: 3.61Average Error on training data: 2.63
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2.5 Training processing

Is there any more hidden factors not 
considered in the previous model?
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2.5 Training processing
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