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1. Recipe of Artificial Neural Networks

r

\_

Step 1

define a set of function

——
-

Step 2
goodness of function

Step 3
pick the best function

~

J

NO
.
Overfitting

NO

o

Good results on

testing data ?

I YES

Good results on
training data ?

YES

2




1. Recipe of Artificial Neural Networks

Do not always blame overfitting

Not|well trained V\V\\w

20-layer

[\*]
(==}
]

J—
=)
T

S6-layer

Overjittin
20-layer X g

2 3 4 5 6 0

iter. (1e4) 1ter (le4)

training error (%)
test error (%)

]
]
—

()]

Cite: https://arxiv.org/abs/1512.03385



1. Recipe of Artificial Neural Networks

YES

Good results on
’ testing data ?
Different approaches I - 1

for different problems.

Good results on
training data ?



1. Recipe of Artificial Neural Networks

Early stopping
— « Good results on YES
Regularization testing data ?
e
Activation function « Good results on

training data ?

J

Adaptive learning rate
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2. Tricks from training process

2.1 Activation function

100

80

)]
o

AN
o

Accuracy (%)

N
o

Deeper usually does not imply better.

2 4 6 8
Hidden layers

10




2. Tricks from training process

2.1 Activation function Vanishing gradient problem
X1
xz§
Smaller gradient Larger gradients

Almost random Already converge 10



2. Tricks from training process

2.1 Activation function Vanishing gradient problem

Smaller gradients




2. Tricks from training process

2.1 Activation function RelLU

Rectified Linear Unit (ReLU)

a Fast to compute;
a=z Biological reason;
Infinite sigmoid with different

biases;

Solve vanishing gradient problem.




2. Tricks from training process

2.1 Activation function

/
A/
_/

\




2. Tricks from training process

2.1 Activation function RelLU

/
/ / —

A Thinner linear network

Vanished gradient
problem is solved /

14



2. Tricks from training process

2.1 Activation function

Leaky ReLU

a

Parametric ReLU

RelLU variant

15



2. Tricks from training process

2.1 Activation function Maxout
Learnable activation function

b

neuron

Max

B

Max —

Max -~

You can have more than 2 elements in a group

16



2. Tricks from training process

2.1 Activation function Maxout
Learnable activation function

ReLlU — a .

./ Max — a
_|_

s Z=wx+5b>b

a RelLU is a special
case of Maxout 0




2. Tricks from training process

2.1 Activation function
Learnable activation function

./ ReLU — a

Maxout

Max — a



2. Tricks from training process

2.1 Activation function Maxout
Learnable activation function
Activation function in maxout network can be any piecewise linear convex function;

How many pieces depending on how many elements in a group.

2 element in a group 3 element in a group

19



2. Tricks from training process

2.1 Activation function Maxout
Training Given a training data x, the max of z is determined

B
3N

B “

—-»z% —-» z% ,

1
Met — a2
1 2

Train this thin and linear network

20



2. Tricks from training process

2.2 Adaptive learning rate Previous Lecture
Adagrad
‘s
Small learning rate
wttl = it n gt

o \/Z{;o(gi)z

2500

-—

: |First derivative|
Larger learning rate —
Second derivative

3000

500 1000 1500 20 2500 3000 3500 4000

21



2. Tricks from training process

2.2 Adaptive learning rate

RMSProp
n
1 _ ,,0 _ 0
w- =Ww Uog
n
2 _ 1 1
we = _alg
n
3 _ 142 2
w- = —ng
T ¢

Root mean square of the gradients with
previous gradients being decayed.

g0 = gO

o' =a(e*)? + (1 - a)(g")?

0% = a(@h)? + (1 - a)(g?)?

ot = Ja(ot"1)2 + (1 — a)(g*)?

22



2. Tricks from training process

2.2 Adaptive learning rate Previous Lecture
Momentum

Very slow at

the plateau Stuck at
saddle point @\

Stuck at

local minima \
A"
ﬂzo a—L=O ﬂ=0 ' 23

Loss
L(w)

EEEEEEEEEEEEEEEEpfig




2. Tricks from training process

2.2 Adaptive learning rate

Momentum




2. Tricks from training process

2.2 Adaptive learning rate
Momentum

VL(6°)

VL(6D)

mmmmm) Gradient
mmmmm) |\Jovement

Vanilla Gradient descent

Previous Lecture

Start at position 6°

Calculate gradient at 8°: VL(6?)
Move to 81 = ° — nVL(6°)
Calculate gradient at 81: VL(61)
Move to 6% = 81 —nVL(61)

Stop until VL(8Y) = 0

25



2. Tricks from training process

2.2 Adaptive learning rate
Momentum Movement: movement of last step minus gradient at present.

VL(6°) Start at position 6°

Movement v° = 0

Calculate gradient at °: VL(6?)
VL(6?) Movement v! = Av? — nVL(8?)
Move to 61 = ° + v?!

- : 1. 1
Gradiont s o168 Calculate gre;dlent ?t 0" VL(H1 )
X Movement v = Av* —nVL(6")

mm—) [\lovement .
Move to 6% = 81 + v?
Movement of last step

Movement is not only based on gradient, but also consider the previous movement.



2. Tricks from training process

2.2 Adaptive learning rate
Momentum Movement: movement of last step minus gradient at present.

Start at position 6°

v! is the weighted sum of all the Movement 10 — 0

previous gradient: Calculate gradient at 8°: VL(6°)
VL(6%),VL(OY),...VL(6' 1) Movement v = 1v® — nVL(6°)
20— 0 Move to 61 = ° + v?!
Calculate gradient at 81: VL(61)
vt = -—nVL(6") Movement v = Av! — nVL(61)
2 = —nVL(6°) — nVL(8Y) Move to 6% = 61 + v?

Movement is not only based on gradient, but also consider the previous movement. 2



2. Tricks from training process

2.2 Adaptive learning rate

Momentum Movement = Negative of VL + Momentum

mmmmm) Real movement

/

Momentum

mmmmm) Negative of VL
Loss

L(w)

28



2. Tricks from training process

2.2 Adaptive learning rate
Momentum

Adam
RMSProp == Momentum



2. Tricks from training process

2.2 Adaptive learning rate

Momentum
NAG

Adagrad
Adadelta
Rmsprop

nrrrrri

Cite: https://ruder.io/optimizing-gradient-descent/

SGD
Momentum
NAG
Adagrad
Adadelta
o Rmsprop
(/

ORI
et 00, 'l"&"/' %%
Y £y

9,2.950.%
AN KKN
KK

1.0

-1.5

30
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3. Tricks from testing process

3.1 Early stopping
Validation set

Testing set
Training set

Total loss

Epochs

32

Keras tip: https://keras.io/getting _started/faq/#how-can-i-interrupt-training-when-the-validation-loss-isnt-decreasing-anymore



3. Tricks from testing process

3.2 Regularization Previous Lecture

Regularization ——Adding a penalty on model complexity

L = 2 yh — (b + z Wixi> +§lz(wi)2§ Ridge regression
n : :

L = z yn — (b + z Wixi> +§/12|Wi| i Lasso regression
n : :

Least absolute shrinkage and selection operator

33



3. Tricks from testing process

3.2 Regularization

New loss function to be minimized: not only minimizing original cost but also let
it be close to zero

1
L'(6) = L(O) + /15 |6||? €= Regularization term

4

Original loss 0
e.g. minimize square error,
Cross entropy ...

L2 reqgularization: ||0]|* = (wy)* + (wy)* + -

34



3. Tricks from testing process

3.2 Regularization
L2 regularization:

1 :
L'(6) = L(6) + 251617 Gradient: 2= = 2~ 4 Aw
ow ow
Update:
oL’ oL
Wi+l :Wt_nﬁ:Wt_U(E‘F/th)
e _
=(—nw'ong  Telgntdecay

Close to zero



3. Tricks from testing process

3.2 Regularization

L1 reqgularization: 101" = [wy| + [wy| + -
L'(8) =L(6 Alel oL’ _ oL .
(6) = L(6) + Ell | Gradient: %=E+/151gn(w)
Update:

witl = wt — g Z];V =w!—rng ( + )LSlgn(Wt))
=w!—n s_va —nAsign(w?) Always delete

oL
(1 —nwt N5

36



3. Tricks from testing process

3.2 Regularization

Weight decay
7 Years

37

cite: https.//www.psywww.com/gst/creativity.html|



3. Tricks from testing process

3.3 Dropout For each mini-batch, we resample the dropout neurons

X @
X 50—

Each time before updating the parameters :

Training

Each neuron has probability p to dropout, then the structure of the

network is changed,;

38

Using the new network for training.



3. Tricks from testing process

3.3 Dropout
Testing
o
S0
No dropout

For each neuron has probability p to dropout in training process, the weight
times (1 — p);

E.g., Assume the dropout rate is 40%, if a weight w = 1 by training, set w =
0.6 for testing. 39



3. Tricks from testing process

3.3 Dropout
Why need the weights multiply (1 — p) when testing?

Training processing Testing processing

Assume the dropout rate is 50% No dropout

Z’
w \»‘
w0

/ Weights x(1 — p)

X Z~Z 40

Weights from training
~ 27




3. Tricks from testing process

3.3 Dropout

X @
X OS50

Considering a teamwork

If everyone expect the partner will do the work but do nothing himself, nothing will be done finally;
However, if everyone know some partner will dropout, you need to work harder to finish the task;

When submitting (testing), no one dropout actually, the results would be good eventually.

41



3. Tricks from testing process

3.3 Dropout -- A kind of ensemble Previous Lecture

Bootstrap T,

samples

y N

-

Z
o)
Classification b3
models 8‘
—
l 2
Predictions

W
v
Final prediction a j‘;f = mode{h,(X), h,(X), ... h (X)}

where h(X) =V, 12




3. Tricks from testing process

3.3 Dropout -- A kind of ensemble

Training set

| |

Network Network Network Network
1 2 3 4

Train a bunch of networks with different structures

43



3. Tricks from testing process

3.3 Dropout -- A kind of ensemble

Testing set

Network Network Network Network
1 2 3 4

! ! ! !
@ o © o

\\/ /

44



3. Tricks from testing process

3.3 Dropout -- A kind of ensemble

Mini-batch @ Mini-batch i Mini-batch @ Mini-batch .
5 3 4 Training of dropout

.-1
¢0
(!

Assume M neurons;
Can dropout or not;

2M possible networks.

45




3. Tricks from testing process

3.3 Dropout -- A kind of ensemble

Mini-batch @ Mini-batch i Mini-batch @ Mini-batch .
5 3 4 Training of dropout

e
§

.-1
¢0
(!

@ Using one mini-
batch to train one
network:

= Some parameters in
the network are

shared.

46



3. Tricks from testing process

3.3 Dropout -- A kind of ensemble




3. Tricks from testing process

3.3 Dropout -- A kind of ensemble

X1 X2 x X2
Wl\‘4/v|/2 Wl\AA/VVZ

L/

\ \
Z = WiX1 + WX, Z = WyXy

a X X X

Wl\u/wz Wl\u/wz
% %
Z = WqXq Z ; 0

X1

%

X9

Wy ~,

Z = W1x1 + Wy Xy

x1

_Wl 'l

z=—wx T =
2 141

xz

E
1
2

Wr X,

48
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